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Abstract Many data mining applications have a large amount of data but labeling data

is often difficult, expensive, or time consuming, as it requires human experts for annotation.

Semi-supervised learning addresses this problem by using unlabeled data together with la-

beled data to improve the performance. Co-Training is a popular semi-supervised learning

algorithm that has the assumptions that each example is represented by two or more redun-

dantly sufficient sets of features (views) and additionally these views are independent given

the class. However, these assumptions are not satisfied in many real-world application do-

mains. In this paper, a framework called Co-Training by Committee (CoBC) is proposed, in

which an ensemble of diverse classifiers is used for semi-supervised learning that requires nei-

ther redundant and independent views nor different base learning algorithms. The framework

is a general single-view semi-supervised learner that can be applied on any ensemble learner

to build diverse committees. Experimental results of CoBC using Bagging, AdaBoost and

the Random Subspace Method (RSM) as ensemble learners demonstrate that error diver-

sity among classifiers leads to an effective Co-Training style algorithm that maintains the

diversity of the underlying ensemble.
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1 Introduction

Supervised learning algorithms require a large amount of labeled data in order to

achieve high accuracy and this accuracy degards as the amount of available labeled

data decreases. However, labeling data is often difficult, expensive, or time consum-

ing, as it requires the efforts of experienced human annotators. In many practical

data mining applications such as content-based image retrieval, computer-aided med-

ical diagnosis[1], object detection and tracking, web page categorization[2], or e-mail
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classification[3], there is often an extremely large pool of data available. In the ma-

chine learning literature, there are mainly three paradigms for addressing the problem

of combining labeled and unlabeled data to boost the performance: semi-supervised

learning, transductive learning and active learning. Semi-supervised learning (SSL)

refers to methods that attempt to either exploit the unlabeled data for supervised

learning where the unlabeled examples are different from the test examples or to

exploit the labeled data for unsupervised learning. Transductive learning refers to

methods which also attempt to exploit unlabeled examples but assuming that the un-

labeled examples are exactly the test examples. Active learning[4] refers to methods

which selects the most important unlabeled examples, and an oracle can be asked for

labeling these instances, where the aim is to minimize data labelling. Sometimes it is

called selective sampling or sample selection.

Recent research on SSL concentrates into four directions: semi-supervised classi-

fication[5−8], semi-supervised regression[9], semi-supervised clustering[10] and semi-

supervised dimensionality reduction[11]. Readers interested in recent advances of semi-

supervised learning are directed to[12] for an excellent survey.

Co-Training is a popular SSL paradigm introduced by Blum and Mitchell[6].

In this approach, two classifiers are incrementally trained based on two sufficient

and independent views. That is, two sets of features each of which is sufficient for

learning and conditionally independent given the class. At the initial iteration, two

classifiers are trained using the available labeled training examples. Then at each

further iteration, each classifier selects and labels some unlabeled examples. The

aim is that one classifier can improve the accuracy of the other by providing it with

unknown information.

In this paper, we address the problem of how to use unlabeled data to boost

the classification performance in application domains with: (1) a small set of labeled

examples, (2) a large set of unlabeled examples, and (3) redundantly sufficient and

independent views are not available. We present a single-view committee-based frame-

work that uses a committee constructed by any ensemble learning algorithm to create

a set of diverse classifiers with any base learning algorithm. The main contribution

of this study is to replace the hard impractical requirement of Co-Training for two

or more independent and redundant feature sets by using a set of diverse classifiers.

Hence, we call this new framework Co-Training by Committee (CoBC).

There are two motivations for our study: firstly the recent successful development

in ensemble learning algorithms such as Bagging[13], AdaBoost[14] and the Random

Subspace Method (RSM)[15]. Secondly the success of the framework of active learning

with committees known as Query by Committee (QBC)[4]. It iteratively constructs

a committee based on the current training set then receives a stream of unlabeled

examples as input. Each committee member then classifies the candidate example,

QBC measures the degree of disagreement among the committee members and the

most informative example is selected for labeling by the user.

In this study, three variants of CoBC were implemented using Bagging (denoted

by CoBag), AdaBoost (denoted by CoAdaBoost) and RSM (denoted by CoRSM)

as ensemble methods and C4.5 decision tree induction as base learner. Then it was

evaluated using a number of UCI data sets[18] and three object recognition tasks

problems[32]. In addition, the influence of changing ensemble size and training set size
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was investigated. The results emphasize that CoBC variants outperform Bagging,

AdaBoost and the RSM , when the labeled data is limited and a large amount of

unlabeled data is available. For the sake of comparison, CoBC variants were compared

with two existing SSL methods, Self-Training and Co-Training.

The rest of the paper is organized as follows: We first give a short overview of

semi-supervised learning in Section 2 and ensemble learning in Section 3. Section 4

presents the proposed CoBC framework and in Section 5 it is discussed why CoBC

framework should work. The results of experiments on 15 UCI datasets are reported

in Section 6. In Section 7, additional experiments are conducted and kappa-error dia-

grams are drawn to show the influence of SSL on the diversity-accuracy relationship

for all the studied ensemble methods. Section 8 describes the application of CoBC

to three visual object recognition tasks. Finally, Section 9 concludes the paper and

outlines the directions of future work in Section 10.

2 Semi-Supervised Learning

The settings of SSL can be divided into single-view and multi-view learning

(see Table 1). In single-view learning, such as EM[19] and Self-Training[5], the SSL

algorithm receives a single set of features that is used for learning. The Expectation-

Maximization (EM) is an iterative statistical technique for maximum likelihood esti-

mation in problems with missing data[19]. Given a model for data generation such as

Naive Bayes, and data with some missing values, EM locally maximizes the likelihood

of the parameters and estimate the missing values. EM is used as a single-view SSL

algorithm by treating the labels of the unlabeled examples as missing data[2]. EM

begins with an initial classifier trained on the labeled examples. It then iteratively

uses the current classifier to temporarily label all the unlabeled examples and then

trains a new classifier on all labeled examples (the original and the newly labeled)

until it converges. While the EM algorithm works well when the assumed model of

data holds, violations of these assumptions result in poor performance[2].

Table 1 Taxonomy of SSL algorithms

Description SSL algorithm

Single-view, Single-learner EM[19]

Single-classifier Self-Training[5]

Multi-view, Single-learner Co-EM[5]]

Multiple classifiers Co-Training[6]

Single-view, Multi-learner Statistical Co-Learning[23]

Multiple classifiers Democratic Co-Learning[7]

Single-view, Single-learner Tri-Training[8], Co-Forest[1]

Multiple classifiers Co-Training by Committee

Self-Training[5] is an incremental algorithm that initially builds a single classifier

using the available labeled data. Then it iteratively labels all the unlabeled data, rank

the examples by the confidence in their prediction and adds permenantly the most

confident examples into the training set. It retrains the underlying classifier with the

augmented training set.

In multi-view learning, such as Co-Training and Co-EM[5], the learning algorithm

receives two or more sets of features (views). Blum and Mitchell[6] state two strong
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assumptions for successful Co-Training: the views should be individually sufficient

and conditionally independent given the class. The pseudo-code is shown in Algorithm

1. Recently, researchers have proposed approaches derived from Co-Training in three

different directions as will be shown in the following subsections.

Algorithm 1. Standard Co-Training

Require: L: set of m labeled training examples

U : set of unlabeled examples

V1,V2: feature sets (views) representing an example

T : maximum number of co-training iterations

BaseLearn - base learning algorithm

{Prk}
K
k=1 - prior probability of class k

1: h
(0)
1 = BaseLearn(V1(L)) and h

(0)
2 = BaseLearn(V2(L))

2: for t = 1 to T

3: if U is empty

4: Set T = t-1 and abort loop

5: end if

6: Apply h
(t−1)
1 on U .

7: Select a subset S1 as follows: for each class k, select the nk ∝ Prk most confident examples

assigned to class k

8: Move S1 from U to L

9: Apply h
(t−1)
2 on U .

10: Select a subset S2 as follows: for each class k, select the nk ∝ Prk most confident examples

assigned to class k

11: Move S2 from U to L

12: Re-train classifiers h
(t)
1 and h

(t)
2 using the new L

h
(t)
1 = BaseLearn(V1(L)) and h

(t)
2 = BaseLearn(V2(L))

13: end for

14: return combination of the predictions of h
(T )
1 and h

(T )
2

2.1 Co-Training with natural multiple views

The standard Co-Training was applied in domains with truly independent feature

splits satisfying its conditions. In Ref.[3], Co-Training is used for email classification

where the bags of words that represent email messages were split into two sets: the

words from headers and the words from bodies. In Ref.[20], Co-Training was used

for object recognition using color histograms and orientation histograms extracted

from 2D images. In Ref.[21], Co-Training is used to improve visual detector for cars

in traffic surveillance video where one classifier detects cars in the original grey level

images. The second classifier detects cars in images where the background has been

removed. Although there are many cases in which there are two or more independent

and redundant views, there exists a lot of real-world domains in which such views are

not available. Nigam and Ghani[5] showed that Co-Training is sensitive to this view

independence assumption. Therefore, Co-Training with multiple views is impractical

in many real-world applications.

2.2 Co-Training with artificial multiple views

In some work, Co-Training was applied in domains without natural feature splits
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through splitting the available feature set into two views. The random feature split

was used by Ref.[5] but it does not consider the required Co-Training criteria. In

Ref.[22], a method based on artificial feature splitting called maxInd has been in-

troduced. It splits the feature set into two views where the aim is to maximize the

independence between the two feature subsets but this study had highlighted the need

for re-investigating the view independence assumption in Co-Training. Also, it was

found that there is a trade-off between the dependence of the features within each

view, and the independence between views.

2.3 Co-Training without multiple views

In a number of studies[23, 7, 8, 1], the applicability of Co-Training using a single

view without feature splitting has been investigated. Goldman and Zhou[23] first pre-

sented a single-view SSL method, called Statistical Co-learning. It used two different

supervised learning algorithms with the assumption that each of them produce a hy-

pothesis that partition the input space into a set of equivalence classes. For example,

a decision tree partitions the input space with one equivalence class per leaf. In their

empirical study, they used ID3 (a decision tree induction algorithm) and HOODG

(an algorithm for building decision graphs). They used 10-fold cross validation: (1)

to select the most confident examples to label at each iteration and (2) to combine

the two hypotheses producing the final decision. There are three drawbacks: first

the assumptions concering the used algorithms limits its applicability. Second the

amount of available labeled data was insufficient for applying cross validation which

is time-consuming.

Then Zhou and Goldman[7] presented another single view method, called Demo-

cratic Co-learning which is applied to three or more supervised learning algorithms

and reduce the need for statistical tests. Therefore, it resolves the drawbacks of Sta-

tistical Co-learning but it still uses the time-consuming cross-validation technique to

measure confidence intervals. These confidence intervals are used to select the most

confident unlabeled examples and to combine the hypotheses decisions.

Zhou and Li[8] present a new Co-Training style SSL method called Tri-Training

where initially three classifiers are trained on bootstrap subsamples generated from

the original labeled training set. These classifiers are then refined during the Tri-

Training process, and the final hypothesis is produced via majority voting. The

construction of the initial classifiers looks like training an ensemble from the labeled

data with Bagging[13]. At each Tri-Training iteration, an unlabeled example is added

to the training set of a classifier if the other two classifiers agree on their prediction

under certain conditions. Tri-Training is more applicable than previous Co-Training-

Style algorithms because it neither requires different views as in Ref.[6] nor does it

depend on different supervised learning algorithms as in Refs.[23, 7]. There are two

limitations: the ensemble size is limited to three classifiers and Bagging is used only

at the initial iteration. Although the results have shown that using bagged ensemble of

three classifiers can improve the generalization ability, better performance is expected

when larger-size ensembles and other ensemble learners are used. Also, the influence

of Tri-Training on the diversity of the 3-member ensemble was not studied.

Recently, Li and Zhou[1] proposed an extension to Tri-Training, called Co-Forest.

It uses an ensemble of N > 3 members, which is denoted by H∗, in order to estimate
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the confidence in more efficient way. When determining the most confident examples

for each ensemble member hi (i = 1, . . . ,N), all the other classifiers members in H∗

except hi are used. These ensemble members form a new ensemble, which is called

the concomitant ensemble of hi, denoted by Hi(= H∗ - hi). Now the confidence

for an unlabeled example can be simply estimated by the degree of agreement on

the labeling, i.e. the number of classifiers that agree on the label assigned by Hi.

By using this method, Co-Forest firstly constructs an initial ensemble of random

trees using L and a well-known ensemble method named Random Forest[23]. Then at

each Co-Forest iteration, it refines each ensemble member with unlabeled examples

selected by its concomitant ensemble. Note that the unlabeled examples selected by

Hi are not removed from U , so they might be selected again by other Hj (j 6= i)

or the concomitant ensembles in the following iterations. As a result, the training

sets of different ensemble members become similar. Therefore, the learning process

of Co-Forest can hurt the diversity of classifiers if the underlying ensemble method

based on training set manipulation to enforce the diversity such as Bagging. This

degradation of diversity leads to reducing the error improvement caused by exploiting

the unlabeled data. To maintain the diversity in the SSL process, Co-Forest uses

Random Forest instead of Bagging because Random Forest depends also on feature

set manipulation to enforce diversity. The main drawback of Co-Forest[1] is that

it places constraints on the underlying ensemble learners and the size of ensemble.

Developing a generalized framework that can maintain the diversity of any ensembles

during the SSL process will extend the idea of Co-Forest to more general cases, such

that it can be applied to more practical data mining applications.

The common reason of the success of the above mentioned approaches is the

creation of diversity among a set of classifiers by exploiting different techniques: the

use of redundant and sufficient views[6], artificial feature splits[21], different super-

vised learning algorithms[22,7], training set manipulation by Bagging[8] or feature set

manipulation by Random Forest[1]. Brown et al. presented in Ref.[24] an exhaustive

survey of the various techniques used for creating diverse ensembles, and categorise

them, forming a preliminary taxonomy of diversity creation methods. Therefore, the

data mining community needs a more general SSL framework that can exploit this

treasure of ensemble methods.

3 Ensemble Learning

An ensemble consists of a set of individual predictors (such as neural netwroks

or decision trees) whose predictions are combined when classifying a given sample. In

Ref.[17], Dietterich explains three fundamental reasons why an ensemble of classifiers

is often more accurate than its individual members. An essential condition for an

effective ensemble is the error diversiy and the accuracy of its member classifiers[24].

Two classifiers are diverse if they produce different errors for a given set of instances.

Many ensemble methods have been developed that use different ways to promote

diversity such as: manipulation of training set[13,14], manipulation of input feature

set[15], manipulation of the output targets[16] and randomness injection. In the fol-

lowing subsections, the ensemble learners used for CoBC will be presented.

3.1 Bagging



Mohamed Farouk Abdel Hady, et al.: Co-Training by committee: A generalized ... 101

Given a training set L of size m, standard Bagging[13] creates N base classifiers

hi : i = 1, . . . , N (See Algorithm 2). Each classifier is constructed by the base

learning algorithm on a bootstrap sample of size m created by random resampling

with replacement from the original training set. Each bootstrap sample contains

about 63%[13] of the original training set, where each example can appear multiple

times. The final prediction of the ensemble for a given sample x is the average of the

N class probability distributions produced by ensemble members Pi(x) then select

the class with the maximum probability.

Algorithm 2. Bagging Algorithm

Require: L - Original training set

BaseLearn - Base learning algorithm

N - number of bagging iterations

1: for i = 1 to N do

2: Si = BootstrapSample(L)

3: hi = BaseLearn(Si)

4: end for

5: The final hypothesis:

H(x) = arg max16k6K P (x) where P (x) = 1
N

∑N
i=1 Pi(x)

6: return ensemble H

This technique works well for unstable learning algorithms, where a small change

in the input training set can lead to a major change in the output hypothesis. Decision

trees and neural networks are well-known as unstable algorithms but linear classifiers,

k-nearest neighbor and Naive-Bayes algorithms are generally stable especially when

the training set size is large.

3.2 Boosting

Boosting is a family of ensemble learning algorithms that are very effective in

improving performance compared to the ensemble members. AdaBoost described in

Ref.[14] is the most popular algorithm (See Algorithm 3). It introduces the diver-

sity through generating a sequence of base classifiers hi using weighted training sets

(weighted by D1, . . . , DN) such that the weights of training examples misclassified

by classifier hi−1 are increased and the weights of correctly classified examples are

decreased in order to enforce the next classifier hi to focus on the hard-to-classify ex-

amples at the expense of the correctly classified examples (bias correction). That is,

for each iteration i, the aim of AdaBoost is to construct a classifier hi that improve

the training error of classifier hi−1. Consequently, AdaBoost stops if the training

error of the classifier is zero or worse than random guessing. The outputs of the

committee members are combined by weighted majority vote to produce the final pre-

diction of the committee where each member is assigned a weight based on its training

error. Applying AdaBoost to decision trees is successful and is considered one of the

best off-the-shelf classification methods. Despite its popularity, AdaBoost has two

drawbacks[26]: it performs poorly given a small training set and also when there is a

lot of training examples with incorrect class label (mislabeling noise).
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Algorithm 3. AdaBoost Algorithm

Require: L = {(xj , yj)}
m
j=1 - Original training set

BaseLearn - Base learning algorithm

N - number of boosting iterations

1: Initialize D1(j) = 1/m ∀j ∈ {1, . . . ,m}

2: for i = 1 to N

3: hi = BaseLearn(L, Di)

4: Calculate the training error of hi: εi =
∑m

j=1 Di(j) × I(hi(xj) 6= yj)

5: if εi = 0 or εi > 1/2

6: Set N = i − 1 and abort loop

7: end if

8: Set the weight of hi: wi = log(βi) where βi = 1−εi

εi

9: Update weights of training examples:

Di+1(j) = Di(j) ×

{

βi if hi(xj) 6= yj ;

1 otherwise.

10: Normalize, Di+1(j) = Di+1(j)/
∑m

j′=1 Di+1(j′)

11: end for

12: The final hypothesis (weighted majority vote):

pk(x) =
∑

hi(x)=k wi where P (x) = {pk(x) : k = 1, . . . ,K}

H(x) = arg max16k6K P (x)

13: return ensemble H

3.3 The random subspace method

The Random Subspace Method (RSM) is an ensemble learning algorithm pro-

posed by Ho[15]. The diversity is promoted through feature set manipulation instead

of training set manipulation. That is, if the given data set is represented by D features,

then d features are randomly selected resulting in a d-dimensional random subspace of

the original D-dimensional feature space. Then for each random subspace a classifier

is constructed. The prediction of the committee for a given sample x is the average

of the N class probability distributions produced by ensemble members Pi(x) then

select the class with the maximum probability. (in our study, d = D
2 )

4 Co-Training by Committee

The formal description of the CoBC family of SSL algorithms is provided in

Algorithm 4. Given an ensemble learner EnsembleLearn, a base learner BaseLearn,

a set L of labeled examples, and a set U of unlabeled examples, CoBC works as

follows: firstly it constructs a committee of N diverse accurate classifiers H (0) by

applying EnsembleLearn and BaseLearn to the examples in L. Secondly, CoBC

creates a set U ′ of poolsize examples drawn randomly from U without replacement.

Then the following steps will be repeated until a maximum number of iterations T

is reached or U ′ becomes empty. For each iteration t, CoBC applies H (t−1) to the

examples in U ′. It is computationally more efficient to use U ′ instead of using the

whole set U . CoBC estimates the confidence of H (t−1) predictions (maximum class

membership probability) then it creates the set S, which consists of the nk most

confident examples assigned to class k. Then S is removed from U ′ and added to

the labeled training set L. U ′ is replenished with |S| training examples chosen at
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random from U without replacement. Then, CoBC completely discards H (t−1) and

constructs the committee H (t) using the updated training set. This is expensive in

terms of time but it maintains the diversity among the committee members in the

SSL process. It also results in classifiers that are usually more accurate, since they

are being totally retrained on the most recent set L.

Algorithm 4. Generalized Co-Training by Committee

Require: L - set of labeled training examples

U - set of unlabeled training examples

T - maximum number of co-training iterations

EnsembleLearn - ensemble learning algorithm

BaseLearn - base learning algorithm

N - number of committee members (ensemble size)

K - number of classes

poolsize - number of unlabeled examples in the pool

{Prk}
K
k=1 - prior probability of class k

1. Construct a committee of classifiers,

H(0) = EnsembleLearn(L,BaseLearn, N)

2: Create a set U ′ of poolsize examples chosen randomly from U without replacement

3: for t = 1 to T

4: if U ′ is empty

5: Set T = t-1 and abort loop

6: end if

7: ∀xj ∈ U ′, measure Confidence(xj , H(t−1), K)

8: Select a subset S as follows: For each class k, select the nk ∝ Prk with the highest

confidence and classlabel is k

9: Set U ′ = U ′ − S and L = L ∪ S

10: Replenish U ′ with |S| training examples chosen at random from U

11: H(t) = EnsembleLearn(L,BaseLearn, N)

12: end for

13: return committee H(T )

Each variant of the CoBC framework is uniquely defined by the choice of the

function EnsembleLearn. This choice depends on the properties of the application

domain, the required base learning algorithm, the required ensemble size and the

available training set size.

An important factor that affects the performance of any Co-Training style algo-

rithm is how to measure the confidence of a given unlabeled example which determine

its probability of being selected. An ineffective confidence measure can lead to se-

lecting mislabeled examples and adding them to the training set. The confidence

measure used in this study is shown in Algorithm 5. The labeling confidence is esti-

mated through consulting the class probability distribution provided by the committee

H(t−1) for a given unlabeled example.

In a future work, we will investigate other measures for improving classifcation

accuracy. For example, we can measure confidence based on all the previous commit-

tees or the previous windowSize committees rather than just the previous one. In

addition, in the current version of AdaBoost, an ensemble class probability does not

depend on the class probability distributions of its ensemble members. A potential
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confidence measure can depend on other methods for combining the class probability

distributions of the ensemble members.

Algorithm 5. Current implementation of Confidence(x)

Require: x - an unlabeled training example

H - a committee of classifiers

K - number of classes

1. Apply H to generate class probability distribution for the given x

P (x) = {pk(x) : k = 1, . . . , K}

2. Set confidence = max16k6K P (x)

3. Set classlabel = arg max16k6K P (x)

4. return confidence and classlabel

5 Why CoBC Should Work

Ensemble error reduction is the difference between the average error of the ensem-

ble members and the overall ensemble error. Error diversity is the essential require-

ment to construct an effective ensemble and it is directly proportional to ensemble

error reduction[24]. Bagging and AdaBoost rely on the available training data for en-

couraging diversity. So if the size of the training set is small, then the diversity among

the ensemble members will be limited. Consequently, the ensemble error reduction

will be small. Although the RSM does not depend on the training data for promot-

ing diversity, but if the labeled training set size is small, then average error of the

ensemble members will be high. Consequently, the ensemble error will be high. On

the other hand, CoBC incrementally adds newly-labeled examples to the training set.

Therefore, it can improve the diversity among ensemble members constructed by Bag-

ging and AdaBoost and improve the average error of ensemble members constructed

by Bagging, AdaBoost and the RSM . This leads to the first hypothesis:

Hypothesis 1: CoBC will outperform Bagging, AdaBoost and the RSM when

the available labeled training set is small.

An ensemble of classifiers is often more accurate than its individual members if

their set of misclassified examples are different. Through using a diverse ensemble

creation method, the prediction of class labels of unlabeled examples and the measure

of confidence based on ensemble is more accurate than using a single classifier. If the

ensemble members are identical, CoBC degrades to Self-Training which is based only

on a single classifier. This leads to the second hypothesis:

Hypothesis 2: CoBC will outperform Self-Training.

To apply Co-Training with random feature splits, the original feature set is di-

vided randomly into two subsets, which are not often redundant and conditionally

independent given the class label. Therefore, the two classifiers trained on these sub-

sets might be similar. That is, an unlabeled example could be mislabeled by both

classifiers. In addition, the performance of co-trained classifiers trained using ran-

domly selected half of the feature set could be worse than a single classifier trained

using the full feature set with the same amount of training data. That is, Self-

Training will outperform Co-Training with random feature splits. This leads to the

third hypothesis:

Hypothesis 3: CoBC will outperform Co-Training with random feature splits.
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6 Experimental Evaluation

6.1 Methodology

An experimental study is conducted to compare CoBC with Bagging, AdaBoost

and the RSM . In all ensemble learners, the C4.5 pruned decision tree[28] was used

as the base classifier and the used decision tree induction method is J48 from the

WEKA library[29]. The implementations of Bagging, AdaBoost and the RSM are

also from that library. The parameters of J48, Bagging, AdaBoost and the RSM

were kept as their default values in WEKA unless we state a change. The 15 data sets

from UCI Machine Learning repository[18] used in this study are described in Table

2. These data sets are not represented by two sufficient and redundant views.

Table 2 Description of the UCI data sets

Data set K D Ntotal Ntest |L| |L| |U |

(100%) (20%) (20%)

australian 2 14 690 173 517 103 414

bupa 2 6 345 76 227 45 182

colic 2 22 368 92 276 55 221

diabetes 2 8 768 192 576 115 461

heart-c 2 13 303 76 227 46 181

hepatitis 2 19 155 39 116 23 93

hypothyroid 4 29 3772 943 2829 565 2264

ionosphere 2 34 351 88 263 53 210

segment 7 19 2310 578 1732 346 1386

sick 2 29 3772 943 2829 566 2263

splice 3 60 3190 798 2392 478 1914

tic-tac-toe 2 9 958 240 718 144 574

vehicle 4 18 846 212 634 127 507

vote 2 16 435 109 326 65 261

wdbc 2 30 569 143 426 85 341

In addition, the performance of CoBC is compared with two existing SSL al-

gorithms, Self-Training and standard Co-Training[6]. Since Co-Training requires two

redundant and sufficient views and this condition is not satisfied for the UCI data

sets, we randomly partition the D original features of each data set into two disjoint

subsets with equal sizes and train two J48 decision trees each based on one subset

as a separate view. The final output results from multiplying the class membership

probabilities of these two co-trained trees. Self-Training algorithm uses a single J48

decision tree based on the original feature set. Each reported result is the average

of performing 5 runs of 4-fold cross-validation. That is, for each data set about 25%

of the Ntotal data samples are randomly chosen as test set of size Ntest. The rest of

the data is used as training set which is partitioned randomly into two sets L and U

under different labeling rates 20%, 40%, 60% and 80%.

For fair comparison, we set the maximum number of iterations for all SSL meth-

ods to 30 but the methods can terminate earlier if all the unlabeled examples are

labeled. At each iteration and for each class k, the committee selects from U ′ the nk

most confident examples and adds them to L where nk = 3 and poolsize = 100.
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6.2 Results

Tables 3 and 4 present the performance of the supervised base learner and en-

semble learners when trained on the full training set (L ∪ U). Tables 5, 6 and 7

present the test error rates of the models at iteration 0 (initial) trained only on the

labeled data L, after the SSL iteration that achieves the minimum error rate during

the SSL process of exploiting the unlabeled data (best), and the relative improve-

ment percent (improv = initial−best
initial

). Note that the learning curve is sometimes

non-monotonic, which means that the best iteration is not necessary the last itera-

tion. For each data set, the lowest error rate and the highest improvement achieved

are bold faced. The averaged results in these tables verify the hypotheses mentioned

in Section 5. That is, the performance of the best committees constructed by CoBag,

CoAdaBoost and CoRSM effectively outperform the initial ensembles constructed

by Bagging, AdaBoost and RSM under different labeling rates and ensemble sizes.

In addition, the results show that at least one variant of CoBC can outperform Self-

Training and Co-Training with random feature split.

Table 3 Test error rates of J48, Bagging, AdaBoost and RSM , using 100% labeling rate and

committees of size 3

Data set J48 Bagging-3 AdaBoost-3 RSM-3

australian 15.83(2.75) 14.53(1.93) 16.85(2.36) 20.64(3.70)

bupa 37.39(5.45) 34.14(5.16) 34.37(4.26) 32.40(4.45)

colic 14.68(2.48) 15.11(2.36) 18.75(2.77) 20.60(3.02)

diabetes 25.55(3.13) 25.47(2.82) 27.14(2.64) 31.02(2.55)

heart-c 24.30(4.67) 22.78(3.66) 23.50(4.04) 19.28(4.55)

hepatitis 19.60(6.10) 19.73(4.74) 18.20(5.92) 18.71(3.78)

hypothyroid 0.44(0.17) 0.42(0.15) 0.57(0.32) 1.88(0.41)

ionosphere 11.12(3.31) 9.53(3.57) 9.81(3.30) 8.44(3.02)

segment 3.54(0.77) 3.29(0.63) 2.77(0.74) 8.88(0.92)

sick 1.25(0.51) 1.38(0.58) 1.23(0.43) 5.43(0.38)

splice 6.34(0.70) 6.36(0.74) 8.14(8.47) 10.53(1.14)

tic-tac-toe 16.04(2.89) 13.03(3.06) 10.21(2.22) 20.48(2.33)

vehicle 27.67(2.54) 27.29(2.44) 25.96(1.97) 26.67(2.89)

vote 4.05(1.77) 4.51(1.81) 5.71(2.16) 9.33(2.90)

wdbc 6.37(1.86) 5.59(1.87) 5.42(1.80) 5.98(1.92)

ave. 14.28 13.54 13.91 16.02

Table 8 shows the summary of a pairwise comparison for four different parameter

settings based on the 15 UCI data sets. The entry a(i,j) indicates the number of data

sets at which the method of the column(j) outperforms the method of the row(i).

The number in the parenthesis shows how many of these data sets the difference is

statistically significant at 0.05 level of significance using corrected paired t-test[29].

Interestingly, we find that for many data sets supervised ensemble learners Bagging,

AdaBoost and RSM , using labeled data only, outperform semi-supervised learners

Self-Training and Co-Training, that exploit the unlabeled data, and the number of

these data sets increases as the ensemble size increases. For example, from Table 8(a)

and Table 8(b), Boosted ensemble of size 3 outperforms Self-Training and Co-Training

in 4 and 5 data sets, respectively, compared to 8 and 6 data sets, respectively, for

Boosted ensemble of size 10. This emphasizes the claim that ensemble learning can
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be a good solution to improve the performance when the amount of labeled data is

limited even if the unlabeled data is unused.

The error of CoRSM is not satisfactory compared to CoBag and CoAdaBoost.

This poor performance is attributed to constructing small-sized ensembles using RSM .

This results emphasizes the conclusions in Ref.[15] which states that RSM does not

work well and is outperformed by Bagging and AdaBoost when the ensemble size is

small. In RSM each classifier is trained based on a random feature subset, therefore

using a small number of classifiers increases the possibility of neglecting some features.

That means, it leads to loss of some discriminating information.
Table 4 Test error rates of J48, Bagging, AdaBoost and RSM , using 100% labeling rate and

committees of size 10

Data set J48 Bagging-10 AdaBoost-10 RSM-10

australian 15.83(2.75) 14.09(2.09) 15.71(2.51) 16.90(2.91)

bupa 37.39(5.45) 31.12(5.04) 33.46(4.19) 33.45(3.77)

colic 14.68(2.48) 14.52(2.37) 17.94(2.92) 14.95(2.34)

diabetes 25.55(3.13) 24.25(3.33) 26.91(2.90) 25.53(2.05)

heart-c 24.30(4.67) 22.18(3.50) 21.92(4.01) 19.35(3.61)

hepatitis 19.60(6.10) 18.70(4.88) 16.51(3.99) 18.96(3.73)

hypothyroid 0.44(0.17) 0.41(0.17) 0.39(0.14) 0.57(0.21)

ionosphere 11.12(3.31) 9.93(3.96) 7.81(3.00) 8.04(3.74)

segment 3.54(0.77) 2.85(0.59) 1.87(0.51) 4.23(0.63)

sick 1.25(0.51) 1.24(0.50) 1.15(0.35) 5.23(0.39)

splice 6.34(0.70) 5.84(0.46) 6.48(1.15) 6.28(0.88)

tic-tac-toe 16.04(2.89) 9.81(2.12) 4.66(1.49) 23.16(1.77)

vehicle 27.67(2.54) 26.70(3.10) 23.15(2.41) 25.89(2.17)

vote 4.05(1.77) 4.19(1.85) 4.55(1.70) 6.81(2.10)

wdbc 6.37(1.86) 4.82(1.94) 4.40(1.77) 4.86(1.91)

ave. 14.28 12.71 12.46 14.28

7 Additional Experiments

7.1 Dominance rank

The dominance of a method is the difference between the number of data sets

for which it significantly outperforms the others (W ) and the number of data sets

for which it significantly underperforms the others (L). Table 9(a) shows the top

24 SSL methods sorted by dominance rank, due to a pairwise comparison of each

method against the others. In addition, Table 9(b) shows the dominance ranks of

CoBC variants, in descending order, due to a pairwise comparison of each of them

against Self-Training and Co-Training with random feature split.

7.2 Influence of labeled training set size

From Tables 9(a) and 9(b), we can observe the influence of increasing the labeling

rate from 20% to 40% while keeping the committee size (N) fixed. The dominance

rank of the CoAdaBoost increases from 37 to 39 (with N=3) and from 44 to 53 (with

N=10). The dominance rank of the CoBag increases from 33 to 48 (with N=3) and

from 30 to 36 (with N=10). This increment for CoBC variants is at the expenses

of the ranks of Self-Training and Co-Training that decreases, see Table 9(a) for more

details. From Table 9(b), the rank of CoAdaBoost increases from 9 to 14 (with

N=10) and do not change (with N=3). In addition, Fig.1 plots test errors for seven



Table 5 Test error rates of the initial and best models and the relative improvements of Self-Training, Co-Training and CoBC variants, under 20% labeling

rate and using committees of size 3

SSL Method Self-Training-20% Co-Training-20% CoBag-20%-3 CoAdaBoost-20%-3 CoRSM-20%-3

Dataset initial best improv initial best improv initial best improv initial best improv initial best improv

australian 17.19 16.09 6.40% 21.60 18.30 15.28% 16.24 13.66 15.89% 19.34 14.93 22.80% 23.95 22.55 5.85%

bupa 40.46 37.56 7.17% 43.13 40.98 4.98% 39.72 32.87 17.25% 38.71 32.57 15.86% 40.41 37.63 6.88%

colic 17.83 16.74 6.11% 19.19 16.91 11.88% 19.79 15.60 21.17% 21.69 16.74 22.82% 23.21 22.40 3.49%

diabetes 30.78 27.82 9.62% 29.95 26.49 11.55% 28.83 25.32 12.17% 30.84 25.55 17.15% 33.47 32.66 2.42%

heart-c 26.26 24.09 8.26% 24.09 20.93 13.12% 25.28 20.33 19.58% 23.76 18.95 20.24% 24.35 22.24 8.67%

hepatitis 20.25 19.35 4.44% 21.41 19.99 6.63% 21.68 17.56 19.00% 21.83 18.19 16.67% 19.74 19.61 0.66%

hypothyroid 1.03 0.95 7.77% 5.68 5.28 7.04% 1.22 0.77 36.89% 1.54 1.11 27.92% 2.55 2.34 8.24%

ionosphere 16.47 14.31 13.11% 10.60 8.84 16.60% 14.08 9.63 31.61% 16.99 11.69 31.19% 12.48 9.52 23.72%

segment 8.67 7.87 9.23% 6.32 6.84 -8.23% 8.40 6.68 20.48% 7.40 5.68 23.24% 15.39 14.37 6.63%

sick 2.10 2.06 1.90% 5.35 3.97 25.79% 2.15 1.77 17.67% 2.42 2.10 13.22% 6.01 5.90 1.83%

splice 13.15 12.69 3.50% 13.80 14.49 -5.00% 12.91 10.16 21.30% 11.08 9.90 10.65% 16.19 15.37 5.06%

tic-tac-toe 27.96 27.29 2.40% 31.63 28.05 11.32% 28.23 24.62 12.79% 24.35 21.59 11.33% 27.71 27.25 1.66%

vehicle 36.39 33.79 7.14% 27.88 24.73 11.30% 35.84 30.21 15.71% 33.81 30.41 10.06% 36.10 32.75 9.28%

vote 5.89 5.66 3.90% 5.94 4.92 17.17% 5.85 4.37 25.30% 5.80 4.74 18.28% 10.72 9.98 6.90%

wdbc 9.46 7.63 19.34% 7.18 4.68 34.82% 7.49 5.49 26.70% 7.77 7.14 8.11% 7.67 7.04 8.21%

ave. 18.26 16.93 7.30% 18.25 16.36 10.36% 17.85 14.60 18.18% 17.82 14.75 17.22% 20.00 18.77 6.11%

no. of wins 3 0 0 4 3 2 2 7 8 5 5 5 1 0 0
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Table 6 Test error rates of the initial and best models and the relative improvements of Self-Training, Co-Training and CoBC variants, under 20% labeling

rate and using committees of size 10

SSL Method Self-Training-20% Co-Training-20% CoBag-20%-10 CoAdaBoost-20%-10 CoRSM-20%-10

Dataset initial best improv initial best improv initial best improv initial best improv initial best improv

australian 17.19 16.09 6.40% 21.60 18.30 15.28% 15.31 12.99 15.15% 18.79 13.51 28.10% 18.58 16.70 10.12%

bupa 40.46 37.56 7.17% 43.13 40.98 4.98% 38.31 35.24 8.01% 37.15 33.04 11.06% 39.94 37.57 5.93%

colic 17.83 16.74 6.11% 19.19 16.91 11.88% 17.89 14.35 19.79% 21.58 15.98 25.95% 16.96 15.60 8.02%

diabetes 30.78 27.82 9.62% 29.95 26.49 11.55% 27.48 24.40 11.21% 29.40 24.48 16.73% 28.91 25.60 11.45%

heart-c 26.26 24.09 8.26% 24.09 20.93 13.12% 23.44 20.47 12.67% 22.57 16.84 25.39% 22.50 20.20 10.22%

hepatitis 20.25 19.35 4.44% 21.41 19.99 6.63% 19.87 17.55 11.68% 21.68 17.68 18.45% 20.25 19.47 3.85%

hypothyroid 1.03 0.95 7.77% 5.68 5.28 7.04% 0.93 0.85 8.60% 1.13 0.91 19.47% 1.48 1.31 11.49%

ionosphere 16.47 14.31 13.11% 10.60 8.84 16.60% 12.82 10.43 18.64% 15.73 9.29 40.94% 12.37 8.55 30.88%

segment 8.67 7.87 9.23% 6.32 6.84 -8.23% 7.85 6.63 15.54% 6.24 4.51 27.72% 8.68 8.16 5.99%

sick 2.10 2.06 1.90% 5.35 3.97 25.79% 2.05 1.77 13.66% 2.20 1.77 19.55% 5.76 5.67 1.56%

splice 13.15 12.69 3.50% 13.80 14.49 -5.00% 11.12 9.83 11.60% 10.14 8.24 18.74% 12.59 12.11 3.81%

tic-tac-toe 27.96 27.29 2.40% 31.63 28.05 11.32% 25.50 23.51 7.80% 20.90 17.06 18.37% 29.51 27.67 6.24%

vehicle 36.39 33.79 7.14% 27.88 24.73 11.30% 32.37 29.72 8.19% 30.93 27.93 9.70% 30.81 29.27 5.00%

vote 5.89 5.66 3.90% 5.94 4.92 17.17% 6.08 4.42 27.30% 5.47 4.56 16.64% 8.65 7.96 7.98%

wdbc 9.46 7.63 19.34% 7.18 4.68 34.82% 7.07 5.17 26.87% 7.07 5.49 22.35% 7.63 5.94 22.15%

ave. 18.26 16.93 7.30% 18.25 16.36 10.36% 16.54 14.49 12.40% 16.73 13.42 19.80% 17.64 16.12 8.63%

no. of wins 0 0 0 2 2 3 6 7 1 5 5 11 2 1 0
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Table 7 Test error rates of the initial and best models and the relative improvements of Self-Training, Co-Training and CoBC variants, under 40% labeling

rate and using committees of size 10

SSL Method Self-Training-40% Co-Training-40% CoBag-40%-10 CoAdaBoost-40%-10 CoRSM-40%-10

Dataset initial best improv initial best improv initial best improv initial best improv initial best improv

australian 15.77 14.44 8.43% 18.81 17.05 9.36% 14.73 12.06 18.13% 15.89 12.62 20.58% 17.98 16.21 9.84%

bupa 39.77 35.13 11.67% 41.27 37.86 8.26% 37.45 32.81 12.39% 37.39 31.01 17.06% 39.42 36.06 8.52%

colic 16.36 15.55 4.95% 17.40 15.93 8.45% 16.31 14.08 13.67% 19.03 15.22 20.02% 16.31 14.95 8.34%

diabetes 28.39 25.89 8.81% 27.87 25.79 7.46% 25.50 23.05 9.61% 27.82 23.52 15.46% 27.19 24.51 9.86%

heart-c 25.48 22.58 11.38% 23.44 20.20 13.82% 21.78 18.62 14.51% 22.58 15.92 29.50% 20.73 18.22 12.11%

hepatitis 20.51 20.12 1.90% 17.94 15.63 12.88% 18.19 17.02 6.43% 19.62 15.24 22.32% 18.58 17.29 6.94%

hypothyroid 0.68 0.65 4.41% 5.26 5.01 4.75% 0.67 0.54 19.40% 0.74 0.54 27.03% 0.97 0.87 10.31%

ionosphere 13.85 11.57 16.46% 9.07 8.55 5.73% 10.61 7.98 24.79% 11.12 7.30 34.35% 10.72 7.30 31.90%

segment 6.23 5.43 12.84% 5.05 5.35 -5.94% 5.50 4.38 20.36% 3.96 2.89 27.02% 6.80 6.08 10.59%

sick 1.90 1.84 3.16% 4.63 3.98 14.04% 1.88 1.56 17.02% 1.86 1.42 23.66% 5.61 5.34 4.81%

splice 9.23 9.08 1.63% 11.96 11.13 6.94% 8.16 7.03 13.85% 10.58 8.52 19.47% 8.65 8.18 5.43%

tic-tac-toe 22.82 21.07 7.67% 27.96 26.06 6.80% 19.32 16.42 15.01% 12.07 9.11 24.52% 26.60 25.10 5.64%

vehicle 33.10 30.03 9.27% 26.15 23.74 9.22% 29.70 26.81 9.73% 28.37 24.64 13.15% 28.97 26.88 7.21%

vote 5.06 4.37 13.64% 6.21 5.01 19.32% 4.65 3.73 19.78% 5.93 3.87 34.74% 7.91 7.36 6.95%

wdbc 7.25 6.51 10.21% 6.16 4.12 33.12% 5.59 4.29 23.26% 5.38 3.34 37.92% 5.77 4.79 16.98%

ave. 16.43 14.95 8.99% 16.61 15.03 9.54% 14.67 12.69 13.48% 14.82 11.68 21.22% 16.15 14.61 9.52%

no. of wins 0 0 0 3 1 0 5 6 0 5 8 15 2 0 0
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data sets versus different labeling rates using committees of size 10. For all labeling

rates, one or more variants of CoBC outperforms both Self-Training and Co-Training.

Table 8 Summary of results. The entry a(i,j) indicates the number of data sets at which the
method of the column(j) outperforms the method of the row(i).

(a) 20%-3

Supervised learners Semi-Supervised learners

J48 B A R ST CT CB CA CR

J48 - 10(0) 8(0) 7(0) 15(0) 9(2) 15(6) 13(6) 7(0)

Bagging (B) 5(0) - 7(0) 4(0) 13(0) 10(1) 15(2) 15(4) 7(0)

AdaBoost (A) 7(0) 8(0) - 3(0) 11(0) 10(1) 14(4) 15(4) 6(0)

RSM (R) 8(5) 11(5) 12(4) - 14(6) 11(4) 15(8) 15(9) 15(0)

Self-Training (ST ) 0(0) 2(0) 4(0) 1(0) - 7(1) 15(2) 12(3) 5(0)

Co-Training (CT ) 6(1) 5(1) 5(1) 4(0) 8(1) - 12(4) 12(4) 4(1)

CoBag (CB) 0(0) 0(0) 1(0) 0(0) 0(0) 3(0) - 5(0) 1(0)

CoAdaBoost (CA) 1(0) 0(0) 0(0) 0(0) 2(0) 3(1) 10(0) - 2(0)

CoRSM (CR) 8(4) 8(5) 9(4) 0(0) 10(5) 11(4) 14(7) 13(8) -

no.ofWins 35 44 46 19 73 64 110 100 47

Sig. (10) (11) (9) (0) (12) (14) (33) (38) (1)

(b) 20%-10

Supervised learners Semi-Supervised learners

J48 B A R ST CT CB CA CR

J48 - 13(0) 10(3) 8(1) 15(0) 9(2) 15(8) 15(7) 12(3)

Bagging (B) 2(0) - 7(0) 4(0) 4(0) 8(1) 15(2) 15(6) 8(0)

AdaBoost (A) 5(0) 7(0) - 7(0) 7(0) 9(1) 13(4) 15(7) 8(2)

RSM (R) 6(1) 11(1) 8(3) - 10(1) 12(2) 15(8) 15(8) 15(0)

Self-Training (ST ) 0(0) 11(0) 8(1) 4(0) - 7(1) 15(3) 15(4) 7(0)

Co-Training (CT ) 6(1) 7(2) 6(3) 3(1) 8(1) - 12(3) 12(5) 10(1)

CoBag (CB) 0(0) 0(0) 2(0) 0(0) 0(0) 3(0) - 7(2) 3(0)

CoAdaBoost (CA) 0(0) 0(0) 0(0) 0(0) 0(0) 3(0) 7(0) - 2(0)

CoRSM (CR) 3(1) 7(1) 7(3) 0(0) 8(1) 5(1) 12(4) 13(5) -

no.ofWins 22 56 48 26 52 56 104 107 65

Sig. (3) (4) (13) (2) (3) (8) (32) (44) (6)

(c) 40%-3

Supervised learners Semi-Supervised learners

J48 B A R ST CT CB CA CR

J48 - 11(0) 8(1) 6(0) 15(0) 10(2) 15(11) 13(7) 6(1)

Bagging (B) 4(0) - 5(0) 2(0) 11(0) 10(1) 15(7) 13(5) 6(0)

AdaBoost (A) 7(0) 10(0) - 3(0) 11(0) 10(1) 15(3) 15(7) 6(0)

RSM (R) 9(5) 12(6) 12(4) - 12(8) 13(5) 15(12) 15(8) 15(2)

Self-Training (ST ) 0(0) 3(0) 4(0) 3(0) - 7(1) 14(4) 12(3) 5(0)

Co-Training (CT ) 5(1) 5(3) 5(2) 2(0) 8(3) - 12(4) 11(3) 5(0)

CoBag (CB) 0(0) 0(0) 0(0) 0(0) 0(0) 3(1) - 6(0) 0(0)

CoAdaBoost (CA) 2(0) 2(0) 0(0) 0(0) 3(0) 4(0) 8(0) - 1(0)

CoRSM (CR) 9(4) 9(5) 9(4) 0(0) 10(6) 10(3) 15(8) 14(6) -

no.ofWins 36 52 43 16 70 67 109 99 44

Sig. (10) (14) (11) (0) (17) (14) (49) (39) (3)
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(d) 40%-10

Supervised learners Semi-Supervised learners

J48 B A R ST CT CB CA CR

J48 - 15(1) 10(2) 9(0) 15(0) 10(2) 15(10) 15(10) 10(3)

Bagging (B) 0(0) - 6(2) 2(0) 7(0) 8(1) 15(6) 14(6) 8(2)

AdaBoost (A) 5(0) 9(0) - 6(0) 8(0) 8(1) 13(2) 15(8) 9(1)

RSM (R) 6(2) 12(3) 9(3) - 9(4) 13(2) 15(7) 15(9) 15(3)

Self-Training (ST ) 0(0) 8(0) 6(2) 6(0) - 7(1) 15(4) 15(7) 8(1)

Co-Training (CT ) 5(1) 8(3) 7(2) 2(2) 8(3) - 12(4) 14(7) 9(2)

CoBag (CB) 0(0) 0(0) 2(1) 0(0) 0(0) 3(0) - 9(2) 2(0)

CoAdaBoost (CA) 0(0) 1(0) 0(0) 0(0) 0(0) 1(0) 5(1) - 2(0)

CoRSM (CR) 5(1) 7(2) 6(3) 0(0) 7(3) 6(1) 13(5) 12(5) -

no.ofWins 21 60 46 25 54 56 103 109 63

Sig. (4) (9) (15) (2) (10) (8) (39) (54) (12)

Table 9 Dominance ranking using the significant differences (W - L)
(a) Each model against others

# Method W-L W L # Method W-L W L

1 CA-40%-10 53 54 1 13 B-40%3 1 14 13

2 CB-40%-3 48 49 1 14 CT-20%(3) 1 14 13

3 CA-20%-10 44 44 0 15 A-40%3 0 11 11

4 CA-40%-3 39 39 0 16 A-20%3 0 9 9

5 CA-20%-3 37 38 1 17 A-20%-10 -1 13 14

6 CB-40%-10 36 39 3 18 CT-40%-(3) -2 14 16

7 CB-20%-3 33 33 0 19 J48-20%-(3) -4 10 14

8 CB-20%-10 30 32 2 20 ST-40%-(10) -5 10 15

9 ST-40%(3) 9 17 8 21 CR-40%-10 -8 12 20

10 ST-20%(3) 6 12 6 22 B-40%-10 -8 9 17

11 B-20%-3 4 11 7 23 CT-20%-(10) -9 8 17

12 A-40%-10 3 15 12 24 CT-40%-(10) -16 8 24

(b) Each CoBC variant against Self-Training and Co-Training

# Method W-L W L # Method W-L W L

1 CA-40%-10 14 14 0 7 CB-20%-10 6 6 0

2 CA-20%-10 9 9 0 8 CB-20%-3 6 6 0

3 CB-40%-10 8 8 0 9 CR-20%-10 -1 1 2

4 CB-40%-3 7 8 1 10 CR-40%-10 -1 3 4

5 CA-20%-3 6 7 1 11 CR-20%-3 -8 1 9

6 CA-40%-3 6 6 0 12 CR-40%-3 -9 0 9
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Figure 1. Influence of changing training set size on test error for seven data sets
using committees of size 10 (x-axis = labeling rate, y-axis = ensemble error

7.3 Influence of ensemble size

From Table 9(a) and 9(b), we can conclude the influence of increasing the com-

mittees size from 3 to 10 while keeping labeling rates (LR) fixed. The dominance rank

of CoAdaBoost increases from 39 to 53 (under LR=40%) at the expenses of both Self-

Training that decreases from 9 to -5 and Co-Training that decreases from -2 to -16.

Also, CoAdaBoost dominance rank increases from 37 to 44 (under LR=20%). Sur-

prisingly, the dominance rank of CoBag decreases from 48 to 36 (under LR=40%)

and from 33 to 30 (under LR=20%). From Table 9(b), the rank of CoAdaBoost

increases from 6 to 14 (under LR=40%) and from 6 to 9 (under LR=20%). Also,

the rank of CoRSM increases from -9 to –1 (under LR=40%) and from –8 to –1

(under LR=20%). Therefore, CoAdaBoost and CoRSM gained from increasing the

ensemble size at the expenses of CoBag, Self-Training and Co-Training.

7.4 Diversity-Error diagrams

It is well known that the combination of the output of a set of classifiers is only

useful if they have uncorrelated classification errors which is called the diversity of the

ensemble. In the literature, there are several measures of ensemble diversity[26] that

are used to prove that increasing diversity while maintaining the average accuracy of

ensemble members, should increase ensemble accuracy[25].

In this study, the Kappa agreement measure is used as a pairwise diversity mea-

sure and the Kappa-Error diagram introduced in Ref.[31] is drawn as a way to vi-

sualize the influence of CoBC on the relationship between diversity-accuracy of the

constructed ensembles. Kappa measures the level of agreement between two classifiers

decisions and considers the agreement by chance. It is defined as follows: Given two

classifiers h1 and h2, K classes and m examples, we can define a coincidence matrix

C where element Cij represents the number of examples that are assigned by the first

classifier to class i and by the second classifier to class j.

Then, the agreement measure κ is defined as follows:

κ =
θ1 − θ2

1 − θ2
(1.1)
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where

θ1 =

K
∑

i=1

Cii

m
and θ2 =

K
∑

i=1





K
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j=1

Cij

m









K
∑

j=1

Cji

m



 (1.2)

If h1 and h2 are identical, only the main diagonal of M will contain non-zero

elements (θ1=1) and κ = 1. If h1 and h2 are totally different, their agreement (θ1)

will be the same as the agreement by chance (θ2) and κ = 0. If h1 and h2 are

negatively dependent, then κ < 0 and when one classifier is wrong, the other has

more than random chance of being correct.

The x-axis of the Kappa-error diagram represents the κi,j between two ensem-

ble members hi and hj while the y-axis represents the average error Ei,j =
Ei+Ej

2 .

Therefore, an ensemble of N members has a cloud of N(N−1)
2 points in the diagram.

The Kappa-error diagrams were calculated on the test sets. Since small values of κ

indicate better diversity and small values of Ei,j indicate better accuracy, the most

desirable cloud will lie in the bottom left corner.

Figure 2 shows only the centroids of the clouds of Kappa-error dots of different

ensembles in the same plot for each data set instead of ploting the whole clouds

because the clouds are heavily overlapping. This is useful for visual evaluation of

the relative positions of clouds for the different ensembles. The axes of the plots

are rescaled in order to make the relative positions of clouds clearly visible. The

unfilled shape represents the initial ensemble before SSL while the corresponding

filled one represents the best ensemble after SSL. From these plots, we can observe

the following:

• At most cases, the clouds of Co-Training lie above the clouds of CoBag and

below the clouds of CoAdaBoost and CoRSM .

• At most cases, the clouds of Co-Training are located to the left of the clouds

for CoRSM , CoBag and CoAdaBoost due to random feature splitting.

Figure 2. Centroids of the Kappa-error clouds for seven data sets with committees of size
10 and under 20% label rate (x-axis = average of κi,j , y-axis = average of Ei,j)



Mohamed Farouk Abdel Hady, et al.: Co-Training by committee: A generalized ... 115

Figure 3 shows the trade-off between ensemble diversity and ensemble accuracy.

We have the following observations:

• At most cases, the centroids of Co-Training lie above the centroids of CoBag,

CoRSM and CoAdaBoost and below the centroids of Bagging, RSM and

AdaBoost.

• At most cases, the centroids of CoAdaBoost, CoBag and CoRSM are located

to the right and below the centroids for AdaBoost, Bagging and RSM respec-

tively. That is, CoBC improves the accuracy at the expense of the diversity that

is slightly reduced due to knowledge exchange between committee members.

• CoAdaBoost is more diverse than CoBag and CoRSM as AdaBoost is more

diverse than Bagging and RSM .

Figure 3. Kappa versus ensemble error for seven data sets with committees of size 10 and
under 20% labeling rate (x-axis = average of κi,j , y-axis = ensemble error)

Table 10 shows the test set average errors of the ensemble members and error

redution of ensembles constructed by Co-Training and different CoBC variants. From

this table the following can be observed:

• The committee members constructed by CoBag achieves the lowest average

error. This comes to show why CoBag outperforms Co-Training.

• The committee constructed by CoAdaBoost achieves the highest ensemble error

reduction. This shows why CoAdaBoost outperforms Co-Training although the

average error of committee members constructed by CoAdaBoost is higher than

that of Co-Training.

8 Application to Visual Object Recognition

The recognition of 3-D objects from 2-D camera images is one of the most im-

portant goals in computer vision. CoBC will be applied to two 3-D object and one

2-D object recognition tasks.
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8.1 Coil-20 Dataset

This benchmark dataset is a set of object images obtained from Columbia Object

Image Library[32] (see Fig.4). The dataset contains the images of 20 different objects,

for each object 72 training samples are available. Colour histogram is extracted from

each image and then it is used as input feature vector for classification (V1). Then,

each image was divided into 2 × 2 overlapped sub-images. An orientation histogram

utilising Sobel edge detection is extracted from each sub-image. The four histograms

are concatenated together to form another feature vector (V2).

Figure 4. COIL 20

8.2 Fruits dataset

The fruits images data set, collected at the University of Ulm, consists of seven

different objects with 120 images per object[32] (see Fig.5). Colour histogram is ex-

tracted from each image and then it is used as input feature vector for classification

(V1). Then, each image was divided into 2×2 overlapped sub-images. An orientation

histogram utilising Sobel edge detection is extracted from each sub-image. The 4

histograms are concatenated together to form another feature vector (V2).

8.3 Handwritten digits dataset

The handwritten STATLOG digits data set[32] consists of 10,000 images (1,000

images per class) and each image is represented by a 16 × 16 matrix containing the

8-bit grey values of each pixel (see Fig.6). In our study we used only 200 images

per class to save computation time. Each sample is represented by a 40-dim vector

results from reshaping the 16× 16 image matrix into 256-dim vector then performing

dimensionality reduction using PCA and projecting the 256-dim vector onto the top
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Table 10 Test average error and error reduction percentage of the initial and best models constructed by Co-Training and different CoBC variants, using

20% labeling rate and committees of size 10

SSL Method Co-Training-20% CoBag-20%-10 CoAdaBoost-20%-10 CoRSM-20%-10

Dataset
initial best initial best initial best initial best

avg. reduc. avg. reduc. avg. reduc. avg. reduc. avg. reduc. avg. reduc. avg. reduc. avg. reduc.

australian 22.43 3.70 22.17 17.46 19.25 20.47 17.05 23.81 28.35 33.72 24.75 45.41 25.46 27.02 24.97 33.12

bupa 42.99 -0.33 43.95 6.76 41.95 8.68 39.95 11.79 43.83 15.24 41.39 20.17 42.80 6.68 42.64 11.89

colic 25.39 24.42 24.22 30.18 20.80 13.99 18.16 20.98 36.34 40.62 31.34 49.01 23.97 29.24 23.65 34.04

diabetes 32.58 8.07 32.07 17.40 31.84 13.69 29.41 17.04 37.47 21.54 33.95 27.89 32.45 10.91 32.46 21.13

heart-c 27.27 11.66 26.34 20.54 27.19 13.79 25.41 19.44 31.10 27.43 27.85 39.53 26.81 16.08 25.96 22.19

hepatitis 21.88 2.15 22.45 10.96 23.28 14.65 22.16 20.80 28.25 23.26 26.29 32.75 22.48 9.92 22.29 12.65

hypothyroid 4.56 -24.56 4.62 -14.29 1.28 27.34 1.21 29.75 4.67 75.80 4.61 80.26 3.42 56.73 3.39 61.36

ionosphere 17.41 39.12 16.79 47.35 16.81 23.74 15.85 34.20 24.59 36.03 20.30 54.24 16.71 25.97 15.03 43.11

segment 13.99 54.82 13.41 48.99 9.85 20.30 8.89 25.42 16.32 61.76 13.40 66.34 14.50 40.14 14.06 41.96

sick 4.35 -22.99 4.40 9.77 2.37 13.50 2.19 19.18 6.73 67.31 6.47 72.64 4.33 -33.03 4.38 -29.45

splice 23.80 42.02 24.27 40.30 15.50 28.26 14.29 31.21 24.35 58.36 24.83 66.81 20.14 37.49 19.92 39.21

tic-tac-toe 32.39 2.35 31.92 12.12 30.30 15.84 29.44 20.14 34.70 39.77 32.88 48.11 32.62 9.53 33.44 17.25

vehicle 39.34 29.13 38.21 35.28 39.70 18.46 36.95 19.57 44.15 29.94 40.89 31.69 39.81 22.61 38.28 23.54

vote 9.07 34.51 9.11 45.99 6.16 1.30 5.53 20.07 12.85 57.43 11.61 60.72 10.99 21.29 11.10 28.29

wdbc 21.77 20.75 8.17 42.72 9.33 24.22 8.61 39.95 11.68 39.47 11.41 51.88 8.64 11.69 7.91 24.91

ave. 22.61 16.16 21.47 23.81 19.71 16.08 18.34 21.00 25.69 34.87 23.46 42.81 21.68 18.61 21.30 24.32

no. of wins 2 1 0 1 10 0 13 0 0 14 1 14 3 0 2 0
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40 principal components (V1). Then, each image was divided into 2×2 overlapped sub-

images. An orientation histogram is extracted from each sub-image. The 4 histograms

are concatenated together to form another feature vector (V2).

Figure 5. A sample of the images in the fruits dataset

Figure 6. A sample of the handwritten digits

8.4 Experimental setup

The CoBC variants are evaluated on the three image classification tasks. J48

decision tree and k nearest neighbor classifier are used as base learners. To estimate

the error, 5 runs of 4-fold cross validation have been performed. That is, for each data

set about 25% of the data samples are randomly chosen as test set (360, 210 and 500).

Then, the remaining 75% (1080, 630 and 1500 for Coil-20, fruits and handwritten

digits, respectively) partitioned into 20% (216, 126 and 300, respectively) as initial

labeled training set L and the remainder is the unlabeled data U to be exploited to

boost the performance.

The performance of CoBC variants is compared with Self-Training, Single-View

Co-Training and Two-View Co-Training. Note that these data sets are with two

sufficient and redundant views. Therefore, Two-View Co-Training is applied and its

performance as a multi-view SSL method is used for comparison to the other single-

view SSL methods. For Single-View Co-Training, we randomly divide the original

feature set of each data set into two disjoint subsets with equal sizes and train a

classifier based on each subset as a separate view. The final output results from

averaging the class probability estimates of these two co-trained classifiers. Self-

Training algorithm uses a single classifier based on the original feature set.

For fair comparison, we set the maximum number of iterations for all SSL meth-

ods to 30 but the methods can terminate earlier if all the unlabeled examples are

labeled. In addition, we set poolsize = 100 and nk = 3 for all SSL methods except

for Two-View Co-Training and Single-View Co-Training where nk = 1.

8.5 Results

Table 11 presents the performance of the supervised base learner and ensemble

learners when trained on the full training set (L∪U). This represents the lower bound

of the test error. Note that the bullet/circle mark indicates that the corresponding

classifier significantly better/worse than the base classifier.
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Table 11 Test error rates of the supervised learners, using 100% labeling rate and

committees of size 10
(a) Base Learner: Pruned J48 decision tree without Laplace Correction

Data set J48 Bagging-10 AdaBoost-10 RSM-10

COIL20 11.62(1.48) 9.06(1.26)• 5.80(1.25)• 9.60(1.46)•

Fruits 13.01(2.45) 8.67(2.18)• 6.43(1.56)• 6.51(1.55)•

Digits 23.28(2.45) 16.09(2.42)• 11.43(1.77)• 14.51(1.16)•

ave. 15.97 11.27 7.89 10.20

(b) Base Learner: Fuzzy 5-NN with weighting = 1 / distance

Data set Fuzzy 5-NN Bagging-10 AdaBoost-10 RSM-10

COIL20 8.80(1.28) 9.00(1.16) 8.80(1.28) 8.20(1.12)

Fruits 6.34(1.79) 6.03(1.89) 6.34(1.79) 5.34(1.52)

Digits 6.48(0.71) 6.64(0.97) 6.48(0.71) 6.38(0.98)

ave. 7.20 7.22 7.20 6.64

The average test errors and standard deviations are shown in Table 12, where

initial presents the test error rate, at iteration 0, using only the available labeled

data L, best denotes the minimum error rate achieved during the SSL iterations of

exploiting the unlabeled data, and improv denotes the relative improvement, that is

improv = initial−best
initial

. Table 12 shows that on the three image classification tasks,

different CoBC variants can effectively exploit the unlabeled data to improve the

learning performance. For CoAdaBoost, when J48 decision tree is used as base

learner, the improvement of the best model constructed by AdaBoost is 16.37%,

20.55% and 11.48%, respectively. While when 5-NN classifier is used as base learner,

the improvement is 8.03%, 14.08% and 34.34%. For CoBag, when J48 decision tree

classifiers are used, the improvement of the best model constructed by Bagging is

3.93%, 11.32% and 1.60%, respectively. While when 5-NN classifiers are used, the

improvement is 8.03%, 15.26% and 35.31%.

Table 12 also shows that the improvement of CoBC variants in most of the

cases is higher than that of Self-Training, Single-View Co-Training and Two-View

Co-Training. Through observing Table 12(a), one can find that the initial ensembles

of 10 (unstable) J48 decision trees constructed by Bagging, AdaBoost and the RSM

perform better than the initial single J48 decision tree before SSL process. As a

consequence, the best ensembles of trees constructed by Bagging, AdaBoost and

the RSM perform better than the best single tree after exploiting the unlabeled

data which emphasizes Hypothesis 2. Secondly, for the three CoBC variants, it is

clear that the best ensembles peform better than the initial ensembles which supports

Hypothesis 1. Thirdly, CoBC variants can outperform Two-View Co-Training evenif

the former depends only on a single view (V1) while the latter depends on two views

(V1 and V2). In addition, CoBC variants can outperform Single-View Co-Training

which emphasizes Hypothesis 3.

By observing Table 12(b) where (stable) 5-nearest neighbors (NN) classifier is

used, one can find that the ensembles of 10 (stable) NN classifiers constructed by

Bagging, AdaBoost and RSM failed to outperform a single NN classifier. Bay[33]

gave the reasons of the failure of AdaBoost: (1) AdaBoost stops when a classifier
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Table 12 The performance of Self-Training, Co-Training and different CoBC variants on image classification problems, using 20% labeling rate and

committees of size 10

(a) Base Learner: Pruned J48 decision tree without Laplace Correction

Method Self-Training-20% (V1) Single-View Co-Training-20% (V1) Two-View Co-Training-20% (V1 and V1)

Dataset initial (J48) best improv initial best improv initial best improv

COIL20 23.66(3.38) 22.60(2.72) 4.48% 24.67(3.76) 22.87(2.54) 7.30% 24.07(3.33) 21.38(2.69) 11.17%

Fruits 25.15(3.79) 24.58(3.67) 2.27% 25.84(3.21) 21.79(2.84) 15.67% 29.86(4.38) 25.17(2.71) 15.70%

Digits 35.19(2.42) 33.23(2.07) 5.57% 45.84(3.78)◦ 43.28(2.42)◦ 5.60% 38.23(2.41) 35.44(2.18) 7.3%

ave. 28.00 26.80 4.28% 32.12 29.31 8.75% 30.72 27.33 11.03%

Method CoBag-20%-10 (V1) CoAdaBoost-20%-10 (V1) CoRSM-20%-10 (V1)

Dataset initial best improv initial best improv initial best improv

(Bagging) (AdaBoost) (RSM)

COIL20 19.07(2.57)• 18.32(2.31)• 3.93% 16.43(2.38)• 13.74(2.09)• 16.37% 21.69(3.07)• 20.81(2.93)• 4.05%

Fruits 22.69(3.48) 20.12(3.56) 11.32% 19.70(2.63)• 15.65(2.67)• 20.55% 18.96(3.08)• 16.81(3.17)• 11.34%

Digits 24.34(2.19)• 23.95(2.77)• 1.60% 21.43(2.59)• 18.97(2.76)• 11.48% 25.10(2.50)• 22.15(2.49)• 11.75%

ave. 22.04 20.80 5.62% 19.19 16.12 16.00% 21.91 19.92 9.08%

(b) Base Learner: Fuzzy 5-NN with weighting = 1 / distance

Method Self-Training-20% (V1) Single-View Co-Training-20% (V1) Two-View Co-Training-20% (V1 and V2)

Dataset initial (5-NN) best improv initial best improv initial best improv

COIL20 22.39(1.36) 20.41(1.36)• 8.84% 21.45(1.32) 19.23(1.11)• 10.35% 10.92(1.68) 9.55(1.63) 12.54%

Fruits 16.05(3.49) 13.60(2.55) 15.26% 15.43(2.74) 13.93(2.15) 9.72% 7.53(1.74) 6.58(2.08) 12.61%

Digits 14.27(2.09) 9.23(1.17)• 35.31% 17.38(1.81)◦ 14.56(1.80) 16.22% 11.48(1.67) 8.67(1.33) 24.47%

ave. 17.57 14.41 17.98% 18.09 15.91 12.05% 9.98 8.26 17.23%

Method CoBag-20%-10 (V1) CoAdaBoost-20%-10 (V1) CoRSM-20%-10 (V1)

Dataset initial best improv initial best improv initial best improv

(Bagging) (AdaBoost) (RSM)

COIL20 23.21(1.73) 20.50(1.72)• 11.67% 22.39(1.36) 20.59(1.48)• 8.03% 20.93(1.59)• 19.81(1.22)• 5.35%

Fruits 16.72(3.28) 13.43(2.02) 19.67% 16.05(3.49) 13.79(2.82) 14.08% 15.41(3.60) 13.27(2.67) 13.88%

Digits 14.52(2.31) 9.17(1.48)• 36.84% 14.27(2.09) 9.34(1.08)• 34.34% 14.81(1.93) 10.31(1.30)• 30.38%

ave. 18.15 14.37 20.83% 17.57 14.57 17.07% 17.05 14.46 15.19%
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has zero training error, and this always happens for the NN classifier. (2) AdaBoost

increases the weights of hard-to-classify example does not help in its classification

because it depends on the weights of its neighbors not on its weight. Alpaydin[34]

attributed the failure of Bagging with NN classifier to the fact that Bagging aims

to reduce the variance of its underlying classifier while the variance of the stable NN

classifier is already low so it is difficult to reduce it more. Investigating the best

ensemble method to construct an effective ensemble of NN classifiers is beyond the

scope of this study but this shows the need for a generalized ensemble-based SSL

framework that can be applied on any ensemble method.

9 Conclusions

A new framework for semi-supervised learning with committees was introduced

for application domains in which there are not redundant and independent views of

the data (CoBC). Based on our experiments on 15 UCI data sets and three visual

object recognition tasks, we have the following conclusions:

• Empirical results demonstrate that an ensemble of accurate and diverse classi-

fiers can be used effectively to label unlabeled data.

• CoBC can mitigate the degradation of a model performance when the training

set size is small. That is, CoBC outperform Bagging, AdaBoost and RSM

when the available training data is limited.

• CoBag is able to minimize the average error of the underlying committee mem-

bers and CoAdaBoost is able to maximize the ensemble error reduction with-

out strongly degrading the diversity. Therefore, CoBC can outperform Self-

Training.

• The random feature splitting to apply Co-Training can result in base classifiers

that are weaker than the single classifier used in Self-Training. Therefore, Self-

Training can outperform Co-Training with random split.

• Kappa-error diagram is a useful tool to visualize the influence of SSL process

on the diversity-accuracy relationship for ensembles.

• Interestingly CoAdaBoost achieves a performance comparable to CoBag and

outperforms CoRSM although AdaBoost is sensitive to the scarce of training

data and to the mislabeling noise.

• For some data sets, supervised ensemble learners outperform semi-supervised

learners Self-Training and Co-Training, that exploit the unlabeled data, and

the number of these data sets increases as the ensemble size increases. This

emphasizes the hypothesis in Ref.[17] that ensemble learning can be a good

solution to improve the performance of a single classifier when the amount of

labeled data is limited even if the unlabeled data is not used.

• CoBC is a generalized framework that can maintain the diversity of an ensemble

constructed by any ensemble learner during the SSL process. Co-Forest places

more constraints on the used ensemble learner and can hurt the diversity of the

underlying ensemble[1].
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• There is no SSL method that is the best for all real-world data sets. Because

labeled data is scarce and there is no guarantee that unlabeled data will always

help, each SSL method has strong model assumptions. One should use the

method whose assumptions match the given problem structure. For instance,

the following checklist was proposed in Ref.[12]: If the classes produce well

clustered data, then EM with generative mixture models may be a good choice;

If the features are naturally divided into two or more sets of features, then

Co-Training and Co-EM may be appropriate; If SVM is already used, then

Transductive SVM is a natural extension; If the existing supervised classifier

is complicated and hard to modify, then Self-Training is a practical wrapper

method.

• We can add the following statement to the above mentioned checklist: If the

features are not naturally divided into more than one set and ensemble learning

can be used, then Co-Forest is a good choice if the used ensemble learner does

not depend on the training set to enforce the diversity and CoBC may be more

practical for application with any ensemble learner.

10 Future Work

There are many interesting directions for future work. Firstly, we plan to perform

additional empirical studies using real data from several application areas without

two views. Also as CoBC is general, we plan to evaluate CoBC using other ensemble

learners and other base learners such as MLP , Naive Bayes and RBF Networks.

Secondly, since active learning is another direction for learning from unlabeled

data where the labels of some selected unlabeled examples (most informative exam-

ples) are asked for labelling by the user. Currently, we are investigating the interleav-

ing of CoBC and QBC for a more robust committee-based learning (ActiveCoBC).

Thirdly, we found that the learning curve of CoBC, like Co-Training, is non-

monotonic. Ideally, we would like it to have a more stable behavior. We investigate

the selection of most confident examples based on all the previous ensembles rather

than just the previous one. This change can leads to smoothing the learning curve

and to increase the robustness to mislabeling noise (SmoothedCoBC).

Finally, in the current CoBC implementation, when new data becomes available

at each iteration, the previous committee is discarded and a new one is trained from

scratch with the new training set. This leads to the non-monotonic behavior of the

learning curve. We claim that CoBC will be more stable and more efficient if incre-

mental versions of ensemble learners and base learners are integrated (OnlineCoBC).
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